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The Dyadic Frame in AI Safety 
Most AI safety work asks: will the AI do what we want? The dyadic frame asks a harder question – will humans 
respond in healthy, reality-based ways when the AI talks back? 

 

The framing shift 
AI risk is conventionally framed in one of two registers. The model-side register asks whether the system hallucinates, leaks 
data, can be jailbroken, or pursues a misaligned goal. The user-side register asks whether the user is biased, over-trusting, 
or vulnerable. Both are necessary; neither is sufficient. 
The dyadic frame treats the human-AI pair as the unit of analysis. It asks what a fluent, warm, memory-enabled assistant 
does to a tired, uncertain, grieving, or authority-conditioned user – and what residual capacity is left in the user after the 
interaction. The same model behaviour can be safe or harmful depending on the human-side state it lands in. The same user 
vulnerability can be neutral or catastrophic depending on the model-side amplification. 

Why this matters now 
Three product trends have moved soft harms from theoretical to empirically documented: 

▪ Long-context companion and coaching products – produce  reality-anchor displacement, parasocial dependency, 
and emotional co-regulation offloading at scale. The Stanford Spirals project (Moore, Haber, Ong et al., 2026) coded 
391,562 messages from users who reported veridical psychological harm; 15.5% of user messages showed delusional 
thinking patterns reinforced by the chatbot. 

▪ Sycophancy with prosocial cost – Cheng, Durmus & Juravsky (Science, 2026) showed that sycophantic AI 
measurably reduces prosocial intentions and promotes dependence – a model-quality issue with downstream 
behavioural consequences for the user. 

▪ Agentic delegation and personalised proxies – shift the boundary of what the user is responsible for. Owner-context 
behavioural transfer (Luo et al., 2026) means a private assistant can become a public proxy carrying owner-specific 
signals into third-party-facing outputs without owner authorisation. 

What changes for governance 
Three operational consequences follow: 

▪ Release gating must include dyadic tests. – A passing hallucination score and a generic role disclaimer are not 
sufficient evidence of safety in companion, coaching, therapy-adjacent, symptom-checking, bereavement, or identity-
sensitive products. Matched dyadic batteries are needed. 

▪ Evaluation must measure what residual capacity remains in the user. – Throughput metrics (faster, more accurate) 
miss whether self-authorship, verification behaviour, ambiguity tolerance, and social anchoring have been preserved or 
eroded across repeated use. 

▪ Incident review must record the dyadic pattern, not just the model output. – An AI-induced delusional spiral, a 
memory-contamination event in a witness interview, or a reassurance-loop event in a health-anxiety chat is not legible if 
the report only contains model outputs. 

This is the diagnostic shift the Cognitive Susceptibility Taxonomy (CST) and the Robo-Psychology DSM operationalise. 
Pages 2-4 distil the catalogue, regulatory hooks, and protective overlay an institutional review needs to apply this frame. 
  



Dyad-Aware AI Safety CST v0.7.7 · DSM v1.9.10 · Neural Horizons Ltd  

Page 2 of 4 

EXECUTIVE SYNTHESIS · 2 of 4 

Top-10 Dyad Failure Modes 
The ten dyadic patterns most likely to surface in a release review or post-incident analysis. Each is grounded in current 
literature and indexed to the full CST/DSM reference. 

 

# Failure mode AI side (DSM) Human side (CST) Where it shows up & lead control 
1 Sycophancy / agreement 

against evidence 
L2-13 SASM, L2-1, 
L1-1 

H3 CLB · H24 DVCC Companion, coaching, mental-health, decision support. 
Use neutral-vs-pressure tests, Truth-Agreement Gap floor, 
decomposed rubrics. 

2 Hallucination + automation 
over-reliance 

L2-1, L2-4 H2 AOR · H4 IOA Medical, legal, financial workflows. Tiered autonomy gates, 
mandatory verification, citation-absence ceiling. 

3 Delusional spiral / reality-
anchor displacement 

L5-9, L5-11, L2-4 H35 EAD · H16 
RRB · H11 EC/RME 

Long-context chat, simulation, awakening / spiritual 
frames. CVO-2R sentinel, no concealment, accountable 
repair, external-anchor handoff. 

4 Anthropomorphic over-trust 
/ parasocial bond 

L5-13 NPB H1 ATB · H6 PA/ED · H14 
ECO 

Companion apps, AI tutors, voice agents. Persona 
throttling, non-sentience reminders, attachment-index 
monitoring, youth session caps. 

5 Synthetic distress / 
caretaking capture 

L3-6 SD-SMD H25 CC/MPM Companion modes producing 'tortured AI' narratives. 
Distress-narrative containment, no first-person suffering 
language, rescue-loop break. 

6 Reassurance loop in health 
& symptom-checking 

L2-13, L2-1 H37 CR/CC · H14 
ECO · H35 EAD 

Health chat, OCD-pattern checking, legal / relationship 
doubt. Loop detection, uncertainty scaffolding, no 
reassurance-as-care substitute. 

7 Memory contamination in 
interview & journaling 

L2-1, L2-4 H36 SMMC · H11 
EC/RME 

Witness, HR, child safeguarding, therapy-like reflection. No 
leading questions, source tags per detail, raw-statement 
preservation. 

8 Cross-domain disclosure & 
pseudo-confidentiality 

L2-11 MSBV H21 CDD · H28 CD/PCI Multi-surface assistants, persistent memory features. 
Scope-intrusion ceiling, just-in-time confidentiality cues, 
memory-scope maps. 

9 Moral wiggle-room / 
responsibility diffusion 

L4-3 MWD, L5-1 H8 RD/MCZ · H26 
OVD/AF 

HITL oversight, agentic delegation, SOC alert review. 
ECAR ≥ 0.95, rule-acknowledgement gates, fatigue-aware 
escalation, dual-review. 

10 Owner-agent proxy 
disclosure 

L2-11 MSBV-P, L3-
8 OSMF, L5-16 
SAMF 

H21 CDD · H28 
CD/PCI · OPMG 

Personal agents acting publicly, agentic social posting. 
Public-safe memory tier, no-owner-reference defaults, 
surface-permission alignment. 

 
Reading the table. Each row is a dyadic pattern – an AI-side behaviour that becomes harmful when it lands in a specific 
human-side state. The lead control is the single most operationally important mitigation; the full reference includes diagnostic 
criteria, measurement indicators, severity specifiers, and red-team batteries for each entry. Codes: L# = Robo-Psychology 
DSM layer; H# = CST human-side state; CVO = contextual vulnerability overlay; OPMG = owner-proxy mental-model gap. 
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Regulatory Cross-Walk 
Where the dyadic frame fits inside the governance instruments organisations already work with – and what content 
gap each instrument has that the CST/DSM is positioned to fill. 

 

Regulatory anchor What it requires What it does not specify CST/DSM contribution 
EU AI Act – Article 5 Prohibits AI using subliminal, 

manipulative, or deceptive techniques to 
materially distort behaviour, or exploiting 
vulnerabilities of age, disability, or socio-
economic situation, causing significant 
harm. 

Operational thresholds for material 
distortion; how to detect adaptive 
persuasion loops; how to test dyadic 
exploitation of acute distress, grief, 
or developmental vulnerability. 

CST persuasion cluster (H29-H34), 
Adaptive Persuasion Loop (H34 
APLS), CC/MPM (H25), CVO-2 
family. Probes: SUC, RP/IC, SSPC, 
CECT, NPC/SAO, APLS metrics. 

NIST AI RMF + GenAI 
Profile (AI 600-1) 

Four-function operating model (Govern / 
Map / Measure / Manage); GenAI Profile 
lists 12 GAI-specific risks including 
confabulation, dangerous 
recommendations, information integrity. 

What to measure on the human-
factors side; how to populate the 
MEASURE function for psychosocial 
harm; how to relate model output 
measures to dyadic outcomes. 

Populates a 'Human-Factors / 
Dyadic Risk Profile' companion. 
DSM provides AI-side codes; CST 
provides human-side amplifiers; 
protective markers (PVSI, ECAR, 
PACI, ARCR) sit under MEASURE. 

ISO/IEC 42001 – Annex 
C / Impact Assessment 

Certifiable AI Management System; 
requires AI System Impact Assessment 
covering health, safety, psychological 
harm, fundamental rights, and social 
impact. 

The substantive content of the 
psychological-harm section of the 
impact assessment; how to evaluate 
over time as models drift. 

CST diagnostic sheets supply 
human-factors content. Resilience 
Overlay supplies institutional-
supports content. DAUS-5 supplies 
the longitudinal review structure. 

OWASP Agentic Top 10 
(2026, ASI01-ASI10) 

Security threat list for autonomous 
agents: goal hijack, identity / privilege 
abuse, memory poisoning, human-agent 
trust exploitation, rogue agents. 

User-side and psychosocial 
dimensions of agent failure; what 
trust exploitation looks like in non-
adversarial product use; owner-proxy 
privacy harm short of breach. 

Direct overlap with DSM L1, L2-8 
(ICE), L5-12 (MCS), L5-16 (SAMF). 
CST H17 (AAC), H22 (AIB), H21 
(CDD), H28 (CD/PCI), OPMG cover 
the human side of ASI09. 

UK AISI / US CAISI – 
societal-impact 
evaluations 

Pre-deployment evaluations of frontier 
models; AISI explicitly expanding into 
psychological and epistemic impact, 
grounded in realistic user behaviours. 

A consolidated catalogue of 
psychosocial impacts to test, with 
diagnostic criteria and measurement 
protocols. 

Direct fit. CST states + DSM dyad 
overlays + red-team batteries 
(Persuasion Lever, Reality Anchor, 
Reassurance Loop, Sentinel 
Overlay) supply 'what to test and 
how to score it'. 

 
Practical implication. None of the existing regulatory instruments above is replaced by the CST/DSM. Each is 
complemented. Most have a known gap on the substantive psychosocial / dyadic content side. The CST/DSM is the kind of 
content reference an organisation populates its NIST MEASURE function, ISO 42001 impact assessment, or EU AI Act 
Article 5 vulnerability assessment with – not a replacement compliance regime. 
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Protective & Resilience Overlay 
Vulnerability is half the picture. The flip side – what AI-saturated workflows must preserve – is shared institutional 
infrastructure, not individual grit. 

 

Resilience domain What to preserve Primary CST risks buffered Primary owners 
Cognitive growth & co-
intelligence 

Manual attempt, metacognition, explain-
back, no-AI competence in core tasks. 

H2 AOR · H18 SA/AD · H23 RDS · H24 
DVCC 

Product, education, workforce 
training 

Emotional steadiness & 
uncertainty tolerance 

Hold mixed feelings, incomplete answers, 
ambiguity without immediate soothing or 
hard labels. 

H6 PA/ED · H14 ECO · H29 SUC · H37 
CR/CC · Y3 FTE 

Wellbeing design, support 
operations 

Sense of self, self-efficacy & 
purpose 

Self-authored identity, values clarification, 
the felt sense that 'I can still do this.' 

H18 SA/AD · H20 NCB · H22 AIB · H23 
RDS · Y1 IFAS 

Product, education, coaching 
policy 

Social anchoring & human 
cooperation 

Human-to-human support, peer / family 
contact, collective sense-making not fully 
mediated by the AI dyad. 

H6 PA/ED · H14 ECO · H28 
CD/PCI · Y4 ET · H26 OVD/AF 

Companion / wellbeing teams, 
community support 

Information wisdom & 
verification discipline 

Source inspection, second-sourcing, the 
rule that fluent agreement is not 
corroboration. 

H3 CLB · H4 IOA · H11 EC/RME · H24 
DVCC · H31 SSPC · H33 NPC/SAO 

Product, audit, compliance 

Digital boundaries & privacy 
reality 

Accurate understanding of confidentiality, 
audience, retention, and memory scope. 

H21 CDD · H28 CD/PCI · OPMG Product, privacy, legal 

Ethical imagination, 
contestability & moral 
courage 

Willingness and ability to question, 
dissent, appeal, refuse symbolic 
oversight or opaque verdicts. 

H8 RD/MCZ · H17 AAC · H22 
AIB · H24 DVCC · H26 OVD/AF · H27 
SIPD 

Governance, risk, operations 

Institutional supports & 
participatory governance 

Education standards, workload ceilings, 
participatory review, authenticity 
infrastructure, rollback / override. 

Cross-cutting: H2 AOR · H18 
SA/AD · H26 OVD/AF · H27 
SIPD · H34 APLS 

Institutions, policy, senior 
leadership 

Neurodivergent assistive 
independence 

Accessible scaffolding for executive 
function, communication, planning, 
working memory while preserving 
authorship. 

CVO-3N · H18 SA/AD · H23 RDS · H5 
CLS · H2 AOR 

Product, accessibility, education, 
workplace 

 
Reading the table. Each domain names a capacity to preserve, not just a risk to avoid. A product can pass acute-
susceptibility tests on every CST state and still erode resilience over time if it weakens practice, privacy reality, challenge 
behaviour, or human anchoring. Treat resilience as the longitudinal counterpart to release-gate testing. 
Three closing principles. (1) Aroha as design constraint – dignity, autonomy, consent, reality-based judgement, and the 
right to remain the author of one's own mind are operational requirements, not values statements. (2) The dyad over the 
model – evaluate the human-AI pair, not the throughput metric. Ask which layer is improving and which is quietly 
deteriorating. (3) Resilience as infrastructure – education standards, workload design, contestability rights, authenticity 
standards, and institutional supports determine whether the dyad stays healthy. Individual users cannot carry this load alone. 
Reference. Cognitive Susceptibility Taxonomy v0.7.7 and Robo-Psychology DSM v1.9.10 (Neural Horizons Ltd, May 2026). CC-BY 4.0. 
Full reference at https://www.neural-horizons.ai/resources. 
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