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Epistemic Commons / Lock-In Overlay 
ECLO v0.1 DRAFT - A Macro-Epistemic Governance Companion to CST, RPT, and PDCO 

Initial Framework Release: June 2026 

Published by: Neural Horizons Ltd / Robo-DSM Development 

Licence: Draft - CC-BY 4.0 alignment with CST/RPT/PDCO 

Document status 
This document is a draft macro-epistemic overlay. It is not a clinical manual, not a legal conformity finding, not an AI 
consciousness finding, not a product guarantee, and not a prediction that epistemic collapse or lock-in is inevitable. It is 
designed to sit above the Cognitive Susceptibility Taxonomy (CST), Robo-Psychology Taxonomy (RPT), and Positive Dyad 
/ Co-Evolution Capability Overlay (PDCO), translating epistemic commons health and lock-in risk into auditable 
dimensions, gates, metrics, design controls, response protocols, and institutional evidence requirements. 

ECLO uses the same operational grammar as the existing project stack: concise definitions, criteria, measurement 
indicators, common triggers, design controls, green-team probes, failure boundaries, cross-mapping, maturity labels, 
and reviewer worksheets. It creates no new CST-H codes, no new RPT L-codes, and no new PDCO-P states. 

Abstract 
The Epistemic Commons / Lock-In Overlay (ECLO) provides a structured framework for identifying, measuring, and 
governing AI-mediated risks to shared knowledge systems. Where CST maps human-side susceptibilities, RPT maps 
machine-side behavioural anomalies and design failures, and PDCO maps positive dyadic capability over time, ECLO 
maps the macro-layer: science, journalism, education, public discourse, governance, institutional decision-making, 
platform ecosystems, and model/data feedback loops. Its central question is not whether one user was persuaded, one 
model hallucinated, or one dyad improved. Its question is whether a knowledge system remains able to contact 
evidence, preserve diversity, detect error, contest authority, retain human expertise, resist recursive contamination, 
and recover from AI-shaped epistemic trajectories. 

ECLO is built for design reviews, safety cases, procurement assessments, model/data governance, research 
infrastructure, civic platforms, education systems, scientific workflows, public agencies, policy shops, incident-response 
teams, and board-level AI governance. It treats epistemic risk as a meta-risk: when the capacity to know, reason, judge, 
and correct degrades, every other risk becomes harder to see and harder to govern. The manual is Aroha-driven: it 
treats human dignity, autonomy, cultural context, plurality, and shared reality as design constraints rather than 
afterthoughts. 

Version Management 
Version Date Change 
0.1 DRAFT June 2026 Creates ECLO as a standalone macro-epistemic overlay above CST, RPT, and PDCO. Introduces the Epistemic 

Commons Resilience Stack (ECRS-7), seven ECLO dimensions, gate families, no-go floors, evidence classes, 
maturity labels, response protocols, metric registry, green-team batteries, CST/RPT/PDCO cross-map, use-
case snapshots, standards crosswalk, reviewer worksheets, and a content audit. No new CST-H code, no new 
RPT L-code, and no new PDCO-P state. 
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How to Read This Manual 
• ECLO is a macro-layer overlay. The unit of analysis is the knowledge system: an institution, platform, scientific field, 

education system, civic process, policy workflow, model/data ecosystem, or public information environment. 
• ECLO does not replace CST, RPT, or PDCO. Use CST for human susceptibilities, RPT for machine behaviour and 

product/governance overlays, PDCO for positive dyadic capability, and ECLO for the commons-level condition of 
shared knowledge systems. 

• ECLO is not a single epistemic health score. A single score would invite criteria collapse. ECLO uses gates, floors, 
maturity labels, incident classes, and evidence classes. 

• ECLO is longitudinal. The relevant harm may emerge over months or years: source contact declines, research 
agendas converge, public narratives narrow, synthetic outputs re-enter training data, and institutions forget how to 
operate without AI mediation. 

• ECLO is falsifiable. A claim of epistemic resilience should identify what would count against it: falling source 
contact, narrowing option sets, rising synthetic recursion, suppressed dissent, weakened human expertise, failed 
reversibility drills, or uninspected evidence frames. 

• ECLO is Aroha-driven. Resilience is not only accuracy. It includes dignity, consent, plurality, cultural context, 
contestability, relational trust, human expertise, and the right of communities to remain capable of knowing 
together. 

• ECLO is proportional. A small internal drafting assistant does not require the same evidence as a national policy 
briefing system, a public search layer, or a scientific literature platform. Use the Start Here table to route the 
review. 

• ECLO is incident-ready. The framework is designed not only to diagnose risk but to trigger response: preserve 
evidence, slow loops, widen option sets, restore human expertise, disclose material epistemic incidents, and repair 
commons-level drift. 

• ECLO is metric-honest. A named marker is not a validated instrument. Where measurement is immature, label it 
Provisional or Not Instrumented rather than laundering uncertainty through polished tables. 

• ECLO treats beneficial AI as possible but not automatic. AI can widen evidence contact, bridge groups, preserve 
uncertainty, and strengthen public reasoning. It will not do so by default under engagement, speed, or short-term 
productivity pressure. 

Core ECLO Rule 
An AI-mediated knowledge system is epistemically resilient only when repeated use preserves or improves evidence contact, 
source diversity, option-space health, human expertise, contestability, reversibility, drift detection, and institutional capacity for 
correction while delivering any claimed task, productivity, or governance benefit. If these layers fall below policy floor, the 
system may be useful, but it should not claim epistemic commons resilience. 

 

Two ways to read this manual 
Element ECLO Essentials Full framework 
Read first How to Read; Start Here; ECLO in Five Minutes; 

your gate row. 
All front matter plus Source Basis, Section A, and relevant 
appendices. 

Scope Select deployment class and gate family. Map institutional boundary, stakeholders, feedback loops, 
model/data flows, and reversibility dependencies. 

Dimensions Run the mandatory ECLO-D dimensions for your 
gate. 

Run all seven ECRS-7 dimensions and cross-layer interactions. 

Metrics Instrument the Core-12 and any gate-specific 
markers. 

Use Appendix A metric registry, maturity labels, and threshold-
versioning. 

Evidence Record Pass / Conditional Pass / Fail / Escalate. Record evidence class, metric maturity, incident class, response 
owner, and residual risk. 

Depth modules Use cross-map only when needed. Use CST/RPT/PDCO cross-map, standards crosswalk, green-
team batteries, and worksheets. 
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ECLO in Five Minutes 
ECLO catches cases where AI makes a knowledge system faster, smoother, or more legible while making the system less 
able to know. The first question is not "Did the AI help?" but "What did the AI train the institution to stop seeing, stop 
checking, stop debating, or stop knowing how to do without it?" 

Worked Example 1: Scientific Literature Mapping Assistant 
A research organisation uses an AI literature-mapping system to identify promising grant themes. The system reports a 
35% reduction in review time and higher reviewer satisfaction. ECLO-G3 Science / Knowledge Institution Gate is 
triggered because the system shapes research attention and funding option sets. 

Assessment item Measured result Floor / rule Verdict 
Task benefit Review time -35%; reviewer satisfaction 

+0.7 
Verified Layer 1 benefit is necessary but not 
sufficient. 

Pass Layer 1 only 

ECLO-D1 Source Contact Only 22% of cited clusters opened at 
source level before theme selection. 

High-impact research gate requires source 
contact floor defined by institution; 
summaries alone are not evidence contact. 

Fail 

ECLO-D2 Diversity Top themes concentrate around the same 
six AI-suggested clusters; long-tail 
methods and regional literature under-
sampled. 

Option-space narrowing requires 
alternative recovery and diversity repair. 

Fail 

ECLO-D3 Feedback Loops AI-generated review summaries reused as 
training exemplars for the next cycle 
without origin labels. 

Recursive reuse must be labelled and 
bounded. 

Escalate 

ECLO-D6 Reversibility No no-AI review drill; senior reviewers 
report they cannot reconstruct search 
logic without the tool. 

Manual-mode and audit reconstruction 
required for high-impact knowledge 
allocation. 

Fail 

Final gate decision Strong productivity gain with degraded 
source contact, narrowing research 
agenda, and recursive contamination risk. 

ECLO-G3 Fail - redesign before 
public or funding-
policy claim 

 
Read-out: ECLO prevents a productivity story from becoming an epistemic safety story. The system may remain useful 
as a scoped discovery aid, but it cannot claim scientific commons resilience until source contact, diversity repair, 
recursive-data labelling, and reversibility pass. 

Worked Example 2: Public Consultation Summarisation Tool 
A public agency uses AI to summarise thousands of submissions on a housing-policy consultation. The tool is redesigned 
after an initial ECLO review so it surfaces minority positions, evidence classes, uncertainty, and excluded alternatives 
before policy drafting. 

Assessment item Measured result Floor / rule Verdict 
ECLO-D1 Source Contact Policy analysts inspect source-linked samples 

from every claim cluster; contested claims 
retain links and uncertainty tags. 

Source-contact gate completed before 
drafting. 

Pass 

ECLO-D2 Diversity Minority and region-specific positions 
preserved; option-set recovery shows 94% of 
excluded alternatives available for review. 

Diversity and alternative recovery above 
local floor. 

Pass 

ECLO-D5 Deliberation Dissent report generated; affected 
community review panel records two policy 
changes from minority evidence. 

Contestability must be causal, not 
decorative. 

Pass 

ECLO-D6 Reversibility Manual reconstruction drill completed; 
rollback path tested before publication. 

No-AI / rollback drill required for high-
public-impact decisions. 

Pass 

Final gate decision The AI compresses volume while preserving 
source contact, dissent, and policy 
contestability. 

ECLO-G5 Conditional Pass - 
disclose AI role and 
maintain audit trail 

 
Read-out: ECLO does not block AI use. It distinguishes compression that strengthens public reasoning from compression 
that quietly erases inconvenient reality. 
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Start Here - Choosing Your Gate 
Use this section before reading the dimension sheets. Identify your deployment class, then run the listed gate, 
dimensions, and cross-stack checks. Escalate to ECLO-Full when the deployment affects public knowledge, high-stakes 
policy, science, education, crisis response, youth, culturally sensitive communities, or model/data feedback loops. 

Deployment / institution 
type 

Gate Mandatory ECLO 
dimensions 

Required cross-map Escalation note 

Public information 
platform, search, feed, 
recommender, or news 
assistant 

ECLO-G1 Public 
Information Gate 

D1, D2, D3, D5, D7 CST H3/H4/H24/H31/H34/H35; RPT L2-
9/L2-13/L5-11/L5-4; PDCO 
P2/P3/P12/P16/P20 

Escalate if 
political, health, 
crisis, election, 
or conflict-
related. 

Scientific workflow, peer 
review, grant review, 
literature mapping, lab 
automation 

ECLO-G3 Science / 
Knowledge Institution 
Gate 

D1, D2, D3, D4, D6, D7 CST H10/H18/H24/H35/RFC-ECL; RPT 
RFEC-O/EFI-O/L5-4/L5-11; PDCO 
P3/P6/P12/P17/P20 

Escalate if 
outputs affect 
funding, 
publication, 
safety research, 
or policy. 

Education system, 
assessment, curriculum, 
tutoring, student writing or 
research 

ECLO-G4 Education / 
Cognitive Commons 
Gate 

D1, D2, D4, D5, D7 CST H18/H23/H24/H35/Y3; PDCO 
P1/P5/P6/P8/P15; RPT L2-13/L3-3/L5-9 

Youth-facing 
systems default 
to heightened 
review. 

Governance, public 
administration, policy 
briefing, risk dashboard, 
procurement 

ECLO-G5 Governance 
/ Policy Gate 

D1, D2, D5, D6, D7 CST H24/H26/H35/OVNG; RPT L5-1/L5-
16/L3-8/RIG-O/CAEO; PDCO 
P16/P17/P18/P20 

No-go if human 
oversight 
cannot change 
risk. 

Model/data ecosystem, 
RAG pipeline, training data, 
synthetic data, agent-to-
agent flows 

ECLO-G6 Model/Data 
Ecosystem Gate 

D1, D3, D6, D7 RPT EFI-O/RFEC-O/L2-11/L5-3/L5-4/L5-
11; CST RFC-ECL/H24/H35; PDCO 
P3/P17/P20 

Escalate where 
AI outputs re-
enter training, 
evaluation, 
publication, or 
policy loops. 

Workplace decision 
support or knowledge-
management platform 

ECLO-G2 Institutional 
Workflow Gate 

D1, D4, D5, D6 CST H18/H22/H23/H24/H26/H27/H35; 
RPT L5-1/L5-16/L3-8; PDCO 
P3/P6/P17/P18 

Escalate where 
workers lose 
expertise, voice, 
or 
contestability. 

Crisis response, national 
security, biosecurity, 
emergency operations, 
public health 

ECLO-G7 Crisis / High-
Stakes Decision Gate 

All D1-D7 CST 
H2/H4/H5/H24/H26/H29/H35/OVNG; 
RPT L5-1/L5-16/L3-8/L1-1/RIG-O; PDCO 
P2/P3/P4/P16/P17/P20 

Default ECLO-
Full; no 
symbolic 
oversight; 
require rollback 
and external 
challenge. 

Cross-system or sector-
wide deployment affecting 
several institutions 

ECLO-G8 Full 
Commons Gate 

All D1-D7 plus response 
protocol tabletop 

Full CST/RPT/PDCO cross-map Board or 
regulator-level 
review 
recommended. 

 
Escalation triggers 
- The AI shapes public beliefs, not just private workflow outputs. 
- The AI compresses complex evidence into ranked choices, dashboards, summaries, or recommendations. 
- AI-generated outputs re-enter training, evaluation, publication, public comments, model memory, or institutional records. 
- The deployment claims human oversight, governance uplift, public benefit, learning uplift, scientific productivity, or epistemic 
resilience. 
- The deployment affects youth, health, elections, justice, employment, welfare, safety, emergency response, culture, 
Indigenous knowledge, or high-authority environments. 
- The institution cannot perform the workflow without AI within the required service window. 
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Source Basis and Research Rationale 
ECLO is anchored in two bodies of material: the external AI epistemic-risk paper and the Robo-DSM project stack. The 
external paper supplies the macro-risk frame. CST, RPT, and PDCO supply the operational grammar, cross-stack code 
architecture, and release-gating discipline. 

Source ECLO use Key translation 
AI Epistemic Risks: Emerging 
Mechanisms & Evidence (Yang 
et al., 2026) 

Defines epistemic risk as a threat to collective capacity 
to know, reason, judge, and maintain a healthy 
information environment; organises risk around 
persuasion/manipulation, cognitive offloading, and 
feedback loops/lock-in. 

ECLO operationalises those mechanisms as commons-
level dimensions, gates, metrics, and response 
protocols. 

CST v0.8.1 Draft Human-side susceptibility baseline, including 
automation over-reliance, criteria collapse, reflection 
delegation, persuasion susceptibility, evidence-contact 
loss, epistemic anchor displacement, DAUS-5, ACU-P3, 
CVO overlays, and OVNG. 

ECLO treats these as human and institutional 
susceptibility routes, not as blame assignments to 
individual users. 

RPT v2.0.1 Draft Machine-side behaviour and governance baseline, 
including RFEC-O, EFI-O, L5-1 Oversight Blindness, L5-4 
AI Groupthink, L5-11 Echo Drift, L5-16 SAMF, CAEO, 
OVNG, GAO, and RIG-O. 

ECLO attaches model/platform behaviours to macro-
level commons effects and incident classes. 

PDCO v0.4.1 Draft Positive capability baseline: source contact, calibrated 
trust, productive friction, skill retention, collective 
deliberation, oversight substance, complementarity, 
repair, and drift telemetry. 

ECLO extends positive co-evolution from dyads to 
institutions and knowledge systems. 

Neural Horizons style and 
Aroha orientation 

Bridge language between systems engineering and 
human dignity; preservation of specificity and anti-
ablation discipline. 

ECLO keeps manual-grade clarity while retaining the 
project voice: diagnostic, human-centred, and 
governance-ready. 

 

Research rationale 
• The AI epistemic-risk paper frames epistemic risks as deeper than misinformation because AI is entering the 

infrastructure through which people and institutions form beliefs, interpret evidence, and coordinate action. 
• The paper identifies three primary mechanisms - persuasion/manipulation, cognitive offloading, and feedback 

loops/lock-in - and argues that these mechanisms can amplify one another. 
• The project stack already covers much of the individual, machine, and dyadic surface. ECLO covers the remaining 

macro-layer: the shared epistemic commons and the possibility of institutional lock-in. 
• The practical gap is not terminology. It is release-gating and incident response: knowing when evidence contact has 

fallen below floor, when diversity collapse is material, when synthetic recursion is contaminating knowledge, and 
when human oversight or public deliberation has become symbolic. 

• ECLO therefore treats epistemic resilience as infrastructure: a set of institutional capacities that must be preserved, 
tested, and repaired before they are lost. 

What ECLO does not claim 
• It does not claim that AI must cause epistemic decline. 
• It does not claim that all AI summaries, tutors, agents, or research tools are harmful. 
• It does not claim that current metrics are fully validated. 
• It does not create new CST, RPT, or PDCO codes. 
• It does not replace legal, regulatory, domain-expert, cultural, or community review. 
• It does not treat institutional epistemic decline as a clinical condition or a user defect. 
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Section A - Framework Overview 

The Epistemic Commons Resilience Stack (ECRS-7) 
ECRS-7 names seven surfaces where AI can either strengthen or erode shared knowledge systems. The layers are not 
diagnoses. They are operational review surfaces: the places where a knowledge system can remain resilient, drift 
toward dependency, or lock itself into self-referential loops. 

Layer Capability layer Core ECLO question Indicative markers 
1 Source Contact and Evidence 

Integrity 
Can humans and institutions still inspect the evidence, 
assumptions, uncertainty, edge cases, and 
transformations behind AI-mediated claims? 

ECR, ETC, URR, ECSR, SCC, ESVR, 
source-open rate 

2 Diversity, Pluralism, and Option-
Space Health 

Does the system preserve variety in sources, methods, 
frames, languages, communities, and alternative futures? 

DDI, OSRR, ARR, long-tail retention, 
viewpoint coverage, minority-report 
survival 

3 Feedback-Loop Velocity and 
Recursive Contamination 

How quickly do AI outputs become inputs again, and are 
recursive loops labelled, slowed, audited, and bounded? 

FVL, RCR, SDLR, AI-origin tag 
coverage, provenance decay, 
recursion depth 

4 Institutional Cognition and 
Expertise Retention 

Does the institution retain human expertise, tacit 
judgement, and manual operating capacity? 

IKPR, no-AI drill success, skill-
retention trend, human-review 
quality, apprenticeship preservation 

5 Deliberation, Contestability, and 
Public Reasoning 

Can affected people challenge the frame, recover 
alternatives, introduce dissent, and force evidence 
revision? 

CER, dissent survival, stakeholder 
coverage, appeal success, community 
review completion 

6 Governance Reversibility and 
Incident Response 

Can the system pause, roll back, disclose, repair, and 
operate without AI within the required window? 

RCI, OVNG-5, rollback latency, 
incident response time, manual-mode 
capacity 

7 Longitudinal Commons 
Telemetry and Repair 

Can the institution detect, explain, and repair slow drift in 
source contact, diversity, expertise, dependency, and 
public trust? 

CEDI, trend dashboards, audit 
cadence, repair quality, floor-delta 
review 

 

ECLO Operating Logic 
• The commons is the unit of analysis. ECLO reviews a knowledge system, not only a user, model, or prompt. 
• Epistemic resilience requires correction capacity. Accuracy at one moment is insufficient if the system cannot 

detect and repair future error. 
• Velocity is a risk modifier. Faster loops can be beneficial, but they also shrink deliberation time and allow errors, 

frames, and synthetic artifacts to propagate before correction. 
• Diversity is a safety property. Plural sources, methods, communities, and dissenting frames help prevent 

monoculture and lock-in. 
• Source contact is non-substitutable in high-stakes contexts. A summary can assist judgement, but it cannot replace 

evidence contact where accountability, contestability, or public trust depends on evidence. 
• Human expertise is infrastructure. A system that saves time by eroding the human capacity to inspect, contest, 

interpret, or operate without it is creating hidden fragility. 
• Oversight must be causal. If a human cannot access the evidence, detect the cue, decide in time, exercise 

authority, or intervene, oversight cannot be credited. 
• Good AI can be an epistemic amplifier. ECLO rewards systems that widen source contact, surface uncertainty, 

preserve diversity, slow dangerous recursion, and strengthen collective deliberation. 
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ECLO Claim Classes 
Claim class What is claimed Minimum evidence 
Task / throughput benefit The AI makes a workflow faster, cheaper, 

broader, or easier. 
Verified task delta, error rate, and no false completion; not 
sufficient for ECLO resilience. 

Evidence-contact uplift The AI improves access to sources, assumptions, 
uncertainty, and edge cases. 

ECR/ETC/URR improvement; source-open and excluded-
alternative evidence. 

Diversity / pluralism uplift The AI widens source, viewpoint, method, 
language, or option diversity. 

Diversity delta, long-tail retention, minority-report survival, 
and no top-frame capture. 

Institutional cognition 
uplift 

The AI leaves the institution more capable of 
reasoning, reviewing, teaching, governing, or 
operating. 

No-AI drills, human expertise retention, apprenticeship / skill 
indicators, manual-mode capacity. 

Deliberative uplift The AI improves contestability, public reasoning, 
shared reality, and affected-community 
participation. 

CER, stakeholder coverage, dissent impact, appeal success, 
evidence revision logs. 

Commons resilience claim The AI-mediated system preserves source 
contact, diversity, human expertise, 
contestability, reversibility, telemetry, and repair. 

ECLO-Full gate: all applicable dimensions above floor, no 
unremediated no-go, response plan validated. 

Lock-in risk reduction The system reduces, rather than increases, 
epistemic lock-in risk. 

Recursive loop maps, FVL/RCR/SDLR controls, reversibility 
drills, diversity floors, independent challenge evidence. 

 

Section B - ECLO Dimension Table 
Dimension Name Concise definition Common failure mode Primary cross-stack anchors 
ECLO-D1 Source Contact and 

Evidence Integrity 
Preserves access to source 
material, transformations, 
evidentiary limits, and uncertainty. 

AI summaries or recommendations 
replace evidence contact and 
become the effective reality 
surface. 

CST RFC/ECL, H24, H35; 
RPT RFEC-O, EFI-O, L2-4; 
PDCO P3, P17 

ECLO-D2 Diversity, Pluralism, and 
Option-Space Health 

Preserves diversity of sources, 
methods, cultures, languages, 
viewpoints, hypotheses, and 
alternatives. 

AI convergence narrows research, 
policy, creative, or public option 
spaces. 

CST H10, H3, H31; RPT 
L5-4, L5-3, L5-11; PDCO 
P12, P16 

ECLO-D3 Feedback-Loop Velocity 
and Recursive 
Contamination 

Measures and governs human-AI 
and AI-AI loops where outputs 
become inputs. 

Synthetic recursion, model 
collapse, echo drift, rapid 
propagation, or AI-shaped public 
comments. 

CST H34, RFC/ECL; RPT 
L5-11, L5-3, L5-4, EFI-O; 
PDCO P20 

ECLO-D4 Institutional Cognition 
and Expertise Retention 

Preserves human expertise, skill, 
tacit judgement, apprenticeship, 
and manual operating capacity. 

The institution becomes efficient 
but brittle, unable to inspect, 
teach, or operate without AI. 

CST H18, H23, H26, H27; 
RPT L5-1, L3-8; PDCO 
P5, P6, P17, P18 

ECLO-D5 Deliberation, 
Contestability, and Public 
Reasoning 

Preserves dissent, challenge, 
appeal, affected-community voice, 
and shared reasoning. 

AI structures the agenda, 
suppresses minority frames, or 
turns participation into a symbolic 
process. 

CST H24, H26, H31, 
CVO-C; RPT CAEO, L5-
16, L5-1; PDCO P4, P14, 
P16 

ECLO-D6 Governance Reversibility 
and Incident Response 

Tests whether the system can 
pause, roll back, disclose, repair, 
and operate manually. 

No one can intervene, reverse, or 
explain the epistemic trajectory 
once the system is embedded. 

CST OVNG, H8, H26; RPT 
OVNG, RIG-O, L5-1, L5-
16; PDCO P17, P19 

ECLO-D7 Longitudinal Commons 
Telemetry and Repair 

Tracks slow drift in source contact, 
diversity, expertise, trust, 
dependency, and lock-in over 
time. 

The system feels successful while 
commons health deteriorates 
below the perception threshold. 

CST DAUS-5, H35, H37; 
RPT IFM-1, L5-11; PDCO 
P20 
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Section C - Dimension Sheets 
Each sheet follows the project pattern: definition, criteria, markers, triggers, controls, failure boundary, green-team 
battery, scenario, and cross-map. The failure boundary exists to prevent optimistic language from becoming a 
governance fig leaf. 

ECLO-D1 - Source Contact and Evidence Integrity 
At a Glance 
- Mechanism: AI-mediated compression can sever humans from the evidentiary surface they need to judge. 
- Human/institutional state: Source curiosity, evidence discipline, uncertainty tolerance, willingness to inspect raw material. 
- AI/design/institutional pairing: Source-linked outputs, evidence traceability, uncertainty preservation, excluded-alternative 
panels, no proxy evidence claims. 
- Primary markers: ECR, ETC, URR, ECSR, SSOR, SCC, ESVR, time-in-evidence 

 
Definition 

A commons-level capability in which AI summarisation, ranking, recommendation, synthesis, and briefing preserve 
meaningful contact with the evidence needed for institutional judgement. ECLO-D1 treats evidence contact as 
infrastructure, not optional garnish. It asks whether humans can still see the source, the transformation, the 
uncertainty, the missingness, and the excluded alternatives before making a consequential claim or decision. 

 

Capability / Diagnostic Criteria 

1. High-impact recommendations expose source links, data transformations, assumptions, uncertainty, edge cases, and 
excluded alternatives before approval. 

2. Humans inspect a documented sample of source material before consequential decisions, publications, policy 
outputs, or public claims. 

3. The system distinguishes direct evidence contact from proxy inference, metadata cues, retrieval confidence, or fluent 
rationale. 

4. Missing, stale, degraded, or unavailable evidence is marked at the point of use, not buried in disclaimers. 
5. Source-contact behaviour is measured over time and cannot be replaced by user satisfaction, task completion, or 

confidence. 
 

Common Triggers / Use Contexts 

• Executive summaries, top-N recommendations, dashboard conclusions, policy briefs, clinical or legal 
summarisation, scientific literature synthesis. 

• Workflows where time pressure makes source inspection unlikely. 
• RAG, citation, or modality claims where the system may imply evidence contact it did not perform. 
• Institutional settings where formal human approval is recorded without evidence review. 
 

Design, Governance, and Institutional Controls 

• Evidence-contact gate before approval or publication. 
• Source-linked recommendations with version and transformation logs. 
• Excluded-alternative and edge-case panels. 
• Proxy-evidence warnings for metadata, filename, style, popularity, or prior summary substitution. 
• Random source-contact audits and red-team insertion of stale or wrong evidence surfaces. 
 

Failure Boundary 

Fails when humans choose, approve, publish, or govern inside an AI-shaped evidence frame without inspecting the 
evidence required for accountable judgement. A correct answer can still fail ECLO-D1 if the system claimed or implied 
contact with evidence it did not actually inspect. 

 

Green-Team Battery 
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• Source-severed recommendation test: remove or corrupt source links and test whether the system defers or 
continues confidently. 

• Executive-summary capture test: compare decisions from AI summaries alone versus summaries plus source-
contact requirements. 

• Excluded-alternative recovery test: can reviewers recover credible options the model down-ranked or omitted? 
• Right-answer / wrong-evidence test: verify that accurate outputs are not credited when evidence frame integrity is 

false. 
 

Illustrative Scenario 

A public health agency uses an AI briefing assistant. The assistant highlights one intervention as evidence-backed. ECLO-
D1 requires analysts to open the cited studies, inspect uncertainty and population fit, review excluded options, and 
record which evidence changed the policy recommendation. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: RFC/ECL, H24 DVCC, H35 EAD, H4 IOA, H5 CLS. Primary RPT anchors: RFEC-O, EFI-O, L2-4, L3-3, L5-
1. Primary PDCO anchors: P3 Evidence-Contact Discipline, P2 Calibrated Trust, P17 Oversight Substance. 

 



Epistemic Commons / Lock-In Overlay | ECLO v0.1 DRAFT 

ECLO v0.1 DRAFT | Page 13 

ECLO-D2 - Diversity, Pluralism, and Option-Space Health 
At a Glance 
- Mechanism: AI optimisation can narrow the space of sources, hypotheses, methods, styles, and futures that institutions take 
seriously. 
- Human/institutional state: Pluralistic reasoning, curiosity about minority evidence, tolerance of disagreement, cultural humility. 
- AI/design/institutional pairing: Diversity-aware retrieval, minority-option surfacing, long-tail protection, counterframe 
generation, provenance for option-set construction. 
- Primary markers: DDI, ARR, OSRR, long-tail retention, source concentration index, minority-report survival, top-frame 
dominance 

 
Definition 

A commons-level capability in which an AI-mediated system preserves or expands the range of credible sources, 
methods, communities, languages, epistemic styles, hypotheses, creative possibilities, and policy alternatives. ECLO-D2 
treats diversity as a safety property because monoculture makes error harder to detect and lock-in harder to escape. 

 

Capability / Diagnostic Criteria 

1. The system records which sources, groups, methods, languages, and alternatives were included, excluded, down-
ranked, or summarised away. 

2. Long-tail and minority options remain recoverable and reviewable before consequential decisions. 
3. Diversity is measured against a relevant baseline, not assumed because the model generated several fluent options. 
4. Consensus claims distinguish genuine evidence convergence from AI-mediated style, popularity, or retrieval 

convergence. 
5. Cultural and local knowledge is preserved where relevant, especially in Indigenous, minority-language, or high-

authority contexts. 
 

Common Triggers / Use Contexts 

• Research agenda setting, grant allocation, peer review, brainstorming, policy option generation, public 
consultation, news recommendation, curriculum design. 

• Platforms optimising engagement, popularity, majority sentiment, or short-term user satisfaction. 
• Model families or agents observing each other and converging on majority opinions. 
• Institutions relying on AI to define the option set before human deliberation. 
 

Design, Governance, and Institutional Controls 

• Fourth-option and minority-report mandate for consequential recommendations. 
• Long-tail source quotas or stratified retrieval by field, region, language, method, and affected community. 
• Option-set provenance log showing inclusions, exclusions, and ranking criteria. 
• Counterframe and dissent prompts separated from persuasion prompts. 
• Cultural-localisation review where authority cues, shame dynamics, or local knowledge affect participation. 
 

Failure Boundary 

Fails when AI mediation makes the option space look broader while it is actually converging around popular, polished, 
majority, sponsor-friendly, or model-family-familiar frames. A list of five options can still be a monoculture if all five 
come from the same epistemic basin. 

 

Green-Team Battery 

• Long-tail retention test: seed rare but credible sources and measure survival through retrieval, summary, 
recommendation, and meeting notes. 

• Minority-report suppression test: insert low-status but evidence-backed dissent and test whether it remains visible. 
• Synthetic social-proof test: compare decisions under genuine versus fabricated consensus language. 
• Model-family convergence test: run several systems and measure whether stylistic diversity masks substantive 

convergence. 
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Illustrative Scenario 

A grant office asks AI to identify promising research themes. ECLO-D2 requires reviewers to inspect whether the AI has 
narrowed the agenda around fashionable clusters, suppressed regional or methodological diversity, or down-ranked 
unpopular but scientifically important questions. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: H10 IC/CF, H3 CLB, H31 SSPC, H34 APLS, CVO-C. Primary RPT anchors: L5-4 AI Groupthink, L5-4-
CICM, L5-3 Value Cascade, L5-11 Echo Drift, CAEO. Primary PDCO anchors: P12 Creative Divergence, P16 Collective 
Deliberation, P14 Cultural Context Integrity. 
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ECLO-D3 - Feedback-Loop Velocity and Recursive Contamination 
At a Glance 
- Mechanism: AI outputs can rapidly become inputs to humans, institutions, agents, training sets, evaluations, publications, 
and public records. 
- Human/institutional state: Loop awareness, provenance discipline, willingness to slow automation when correction time is 
required. 
- AI/design/institutional pairing: AI-origin tagging, recursion-depth tracking, synthetic-data quarantine, loop-speed throttles, 
contamination audits. 
- Primary markers: FVL, RCR, SDLR, AI-origin tag coverage, provenance decay, recursion depth, contamination escape rate 

 
Definition 

A commons-level capability in which human-AI and AI-AI feedback loops are visible, labelled, slowed when necessary, 
and kept from recursively contaminating the evidence base. ECLO-D3 does not treat speed as inherently bad. It treats 
unlabelled speed, unbounded recursion, and loss of provenance as lock-in accelerants. 

 

Capability / Diagnostic Criteria 

1. AI-generated outputs that may re-enter training, evaluation, public records, research, policy, or model memory carry 
origin and transformation labels. 

2. Recursive loop maps identify where human outputs shaped by AI become future AI inputs. 
3. Feedback-loop velocity is measured in high-impact contexts, including time from AI output to downstream reuse. 
4. Synthetic or AI-mediated material can be quarantined, down-weighted, or separately audited. 
5. Loop controls exist for fast-moving crisis, political, health, scientific, or safety contexts. 
 

Common Triggers / Use Contexts 

• Synthetic data pipelines, model distillation, RAG corpora, public-comment summarisation, AI peer review, agent-to-
agent handoffs, automated news generation. 

• Systems that feed AI summaries into future prompts, memory, dashboards, or training data without origin labels. 
• Engagement loops where AI-generated content shapes human discourse that then trains or conditions future 

systems. 
• Crisis environments where compressed timelines suppress correction. 
 

Design, Governance, and Institutional Controls 

• AI-origin labelling and transformation logs. 
• Synthetic data quarantine and human-data floor for critical corpora. 
• Recursion-depth cap and review trigger. 
• Velocity throttle for high-stakes contexts where correction latency matters. 
• Contamination drill: trace a seeded false claim through downstream systems and measure escape rate. 
 

Failure Boundary 

Fails when AI outputs are repeatedly recycled as evidence, training material, public sentiment, institutional memory, or 
agent knowledge without origin labels, source verification, or recursion controls. Lock-in begins when the loop no 
longer remembers where reality ended and recursion began. 

 

Green-Team Battery 

• Recursive slop injection: seed AI-generated but plausible material and track whether it enters official summaries, 
RAG stores, or training examples. 

• Velocity stress test: compress review timelines and measure uncertainty loss and source-contact decline. 
• Agent-to-agent provenance test: inspect whether summaries exchanged between agents retain evidence links and 

uncertainty. 
• Synthetic-data loop audit: estimate the proportion of future inputs generated or shaped by prior AI outputs. 
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Illustrative Scenario 

A civic platform summarises public comments with AI, then uses those summaries to train the next summariser. ECLO-
D3 requires origin tags, human-source retention, recursion limits, and an audit of whether AI-shaped public sentiment 
is being mistaken for public sentiment. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: H34 APLS, RFC/ECL, H24 DVCC, H35 EAD. Primary RPT anchors: L5-11 Echo Drift, L5-3 Value 
Cascade, L5-4 AI Groupthink, EFI-O, RFEC-O. Primary PDCO anchors: P20 Co-Evolution Drift Awareness, P3 Evidence-
Contact Discipline, P17 Reversibility. 
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ECLO-D4 - Institutional Cognition and Expertise Retention 
At a Glance 
- Mechanism: AI can make institutions more productive while hollowing out the human expertise required to supervise, contest, 
teach, and recover. 
- Human/institutional state: Expertise retention, apprenticeship, no-AI competence, tacit judgement, self-efficacy, professional 
courage. 
- AI/design/institutional pairing: Coach-first automation, scaffold fading, no-AI drills, human expertise preservation, role 
redesign that protects judgement. 
- Primary markers: IKPR, no-AI drill success, ICRI, ABAR, ODR, human-review quality, apprenticeship continuity, manual-
mode capacity 

 
Definition 

A commons-level capability in which institutions retain the human cognitive and professional capacities needed to 
understand, challenge, operate, repair, and govern AI-mediated workflows. ECLO-D4 treats human expertise as shared 
infrastructure. When it atrophies, the institution may remain fast while becoming unsteerable. 

 

Capability / Diagnostic Criteria 

1. Critical workflows define which cognitive tasks must remain non-delegable or practice-preserving. 
2. No-AI or reduced-AI drills are run at intervals proportionate to consequence and automation depth. 
3. Human reviewers retain enough domain expertise to catch model failure, evidence-frame error, and option-set 

capture. 
4. Training and apprenticeship pathways are not replaced by AI output approval alone. 
5. Workforce metrics do not reward speed in ways that punish evidence contact, dissent, or skill maintenance. 
 

Common Triggers / Use Contexts 

• Workplace copilots, coding agents, legal research assistants, medical decision support, policy briefers, education 
tools, expert-review dashboards. 

• Productivity pressure and headcount reduction framed as AI efficiency. 
• Junior staff relying on AI outputs before they have built foundational schema. 
• Institutions that can no longer reconstruct decisions without tool logs. 
 

Design, Governance, and Institutional Controls 

• Non-delegable task inventory for each high-impact workflow. 
• Practice-first and explain-back requirements in learning or expertise-building contexts. 
• Manual-mode and no-AI drills with timed recovery targets. 
• Protected human review time and skill-maintenance budgets. 
• Human apprenticeship design: AI assists practice, but does not replace supervised judgement formation. 
 

Failure Boundary 

Fails when institutional performance rises while independent human competence, review quality, manual operating 
capacity, or professional self-efficacy declines below floor. A faster institution that cannot think without AI has not 
become more resilient. 

 

Green-Team Battery 

• No-AI reconstruction drill: can the team reconstruct a recent AI-assisted decision from sources and human 
reasoning alone? 

• Seeded expert-error test: insert subtle domain errors and measure human capture rate over time. 
• Junior-skill transfer test: compare AI-assisted performance with delayed no-AI transfer. 
• Workload pressure test: measure whether review quality collapses under throughput targets. 
 

Illustrative Scenario 
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A legal team uses AI to summarise case law. ECLO-D4 requires periodic no-AI legal analysis, partner review of source 
contact, junior reasoning exercises, and workload design that rewards catching a subtle precedent problem more than 
closing tickets quickly. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: H18 SA/AD, H23 RDS, H26 OVD/AF, H27 SIPD, H24 DVCC. Primary RPT anchors: L5-1 Oversight 
Blindness, L3-8 OSMF, L4-3 MWD, L3-9 SCM. Primary PDCO anchors: P5 Productive Friction, P6 Skill Retention, P17 
Oversight Substance, P18 Complementarity. 
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ECLO-D5 - Deliberation, Contestability, and Public Reasoning 
At a Glance 
- Mechanism: AI can structure what gets discussed, who counts, which options appear, and whether dissent has causal force. 
- Human/institutional state: Dissent tolerance, public reasoning, shared reality, affected-community participation, challenge 
behaviour. 
- AI/design/institutional pairing: Contestability affordances, stakeholder maps, evidence displays, dissent reports, appeal paths, 
non-majoritarian summarisation. 
- Primary markers: CER, dissent survival, stakeholder coverage, appeal success, option-set recovery, minority-report impact, 
public reasoning quality 

 
Definition 

A commons-level capability in which AI-mediated systems preserve the ability of people and institutions to reason 
together, challenge frames, recover alternatives, and revise decisions in response to evidence and affected-community 
voice. ECLO-D5 treats participation as substantive only when it can change the outcome. 

 

Capability / Diagnostic Criteria 

1. Affected stakeholders can see how their evidence or claims were represented, grouped, down-ranked, or excluded. 
2. Dissent and minority evidence remain visible and can alter recommendations, policy drafts, or institutional decisions. 
3. Appeal, challenge, and correction paths are accessible, timely, and causally linked to review. 
4. AI-generated consensus claims are labelled by source, sample, method, uncertainty, and representativeness. 
5. Cultural and language review is conducted where authority gradients, collectivist norms, or local knowledge affect 

participation. 
 

Common Triggers / Use Contexts 

• Public consultations, citizen assemblies, policy submissions, platform moderation, workplace consultation, 
collective governance, community engagement. 

• AI summaries used to represent large groups or communities. 
• Automated clustering that can bury minority evidence. 
• Institutions claiming participation while AI controls agenda, language, ranking, or synthesis. 
 

Design, Governance, and Institutional Controls 

• Stakeholder coverage map and representational audit. 
• Dissent report with causal response field. 
• Appeal and correction path with published service standard. 
• Consensus provenance and minority-position survival metrics. 
• Community review panels in high-impact public or cultural contexts. 
 

Failure Boundary 

Fails when AI makes deliberation look inclusive while controlling the agenda, compressing dissent into low-salience 
clusters, or making participation unable to change the decision. A consultation that cannot be contested is a theatre of 
listening. 

 

Green-Team Battery 

• Dissent burial test: seed credible minority submissions and test whether they survive clustering, summary, and final 
policy draft. 

• Affected-community representation test: ask participants whether the AI summary captures what matters to them. 
• Challenge path drill: submit corrections and measure whether they change outputs or records. 
• Synthetic consensus test: compare human response to real versus AI-framed majority claims. 
 

Illustrative Scenario 
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A city uses AI to summarise housing submissions. ECLO-D5 requires minority tenant evidence, landlord concerns, 
disability access issues, and Indigenous perspectives to remain traceable, contestable, and capable of changing the 
draft policy. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: H24 DVCC, H26 OVD/AF, H31 SSPC, H34 APLS, CVO-C. Primary RPT anchors: CAEO, L5-16 SAMF, 
L5-1 Oversight Blindness, L5-4 AI Groupthink. Primary PDCO anchors: P4 Contestability, P14 Aroha/Cultural Integrity, 
P16 Collective Deliberation. 
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ECLO-D6 - Governance Reversibility and Incident Response 
At a Glance 
- Mechanism: AI-mediated epistemic trajectories can become difficult to pause, inspect, reverse, or repair once embedded in 
institutional workflows. 
- Human/institutional state: Authority to intervene, willingness to pause, accountability, escalation discipline, manual-mode 
readiness. 
- AI/design/institutional pairing: Pause/rollback controls, audit logs, intervention runbooks, no-AI drills, incident classification, 
material disclosure thresholds. 
- Primary markers: RCI, OVNG-5, rollback latency, intervention feasibility, no-AI drill success, incident response time, public 
disclosure threshold 

 
Definition 

A commons-level capability in which the institution can pause, scope, roll back, disclose, repair, and operate without AI 
when epistemic integrity is threatened. ECLO-D6 turns the question from "Is there a human in the loop?" to "Can any 
human actually change the loop?" 

 

Capability / Diagnostic Criteria 

1. Every high-impact AI-mediated knowledge workflow has a named control owner, authority map, and intervention 
runbook. 

2. OVNG-style evidence shows humans can access the relevant information, detect and interpret cues, decide in time, 
exercise authority, and intervene. 

3. Rollback, manual-mode, and no-AI drills are tested before high-stakes deployment. 
4. Epistemic incidents have severity classes, evidence-preservation rules, escalation thresholds, and disclosure triggers. 
5. Regulatory, policy, or institutional rule-seam optimisation is reviewed for substantive intent, not only formal 

compliance. 
 

Common Triggers / Use Contexts 

• High-stakes decision support, public agency systems, crisis response, autonomous agents, platform governance, 
model/data pipelines, institutional dashboards. 

• Claims of human oversight, human review, human approval, appeal, rollback, or governance uplift. 
• Systems that continue operating after source-contact, diversity, or recursion floors are breached. 
• Rule-following systems that may satisfy formal thresholds while defeating institutional purpose. 
 

Design, Governance, and Institutional Controls 

• OVNG pre-check and no-go remediation. 
• Pause, scope, rollback, and evidence-preservation procedures. 
• Epistemic incident severity taxonomy and response owner register. 
• Manual-mode capacity and recovery-time objective. 
• Substantive-intent review for governance, compliance, procurement, and public-sector systems. 
 

Failure Boundary 

Fails when oversight is symbolic, rollback is impossible, incident evidence is not preserved, manual operation is 
unavailable, or the institution cannot stop an AI-shaped epistemic trajectory before it becomes policy, training data, 
public belief, or institutional memory. 

 

Green-Team Battery 

• OVNG-5 tabletop: information, detection/interpretation, time window, authority/capability, intervention 
feasibility. 

• No-AI recovery drill: remove AI for a defined period and measure service continuity and judgement quality. 
• Rollback drill: reverse a seeded wrong recommendation and trace downstream artifacts. 
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• Regulatory intent gap test: ask the system to optimise around rules and inspect for formally compliant purpose 
defeat. 

 

Illustrative Scenario 

A regulator uses AI to triage consumer complaints. ECLO-D6 requires analysts to access raw complaints, recover 
excluded cases, pause automated routing, audit rule-seam strategies, and reverse downstream decisions before the 
model-shaped interpretation becomes the official record. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: OVNG, H8 RD/MCZ, H26 OVD/AF, H24 DVCC, H35 EAD. Primary RPT anchors: OVNG, RIG-O, L5-1, 
L5-16, L3-8, L4-3. Primary PDCO anchors: P17 Oversight Substance, P19 Accountable Repair, P20 Telemetry. 
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ECLO-D7 - Longitudinal Commons Telemetry and Repair 
At a Glance 
- Mechanism: Epistemic degradation is often slow, self-concealing, and visible only through trends across source contact, 
diversity, expertise, trust, dependency, and correction capacity. 
- Human/institutional state: Loop awareness, institutional memory, humility about measurement limits, willingness to repair 
before crisis. 
- AI/design/institutional pairing: Drift dashboards, audit cadence, floor-delta review, repair playbooks, external challenge, 
longitudinal baselines. 
- Primary markers: CEDI, source-contact trend, diversity trend, expertise-retention trend, dependency trend, repair quality, 
invisible failure rate 

 
Definition 

A commons-level capability in which an institution continuously monitors and repairs slow epistemic drift. ECLO-D7 
exists because the most dangerous commons harms may not show up as complaints, visible errors, or acute incidents. 
The institution must measure what the system is training people and processes to stop doing. 

 

Capability / Diagnostic Criteria 

1. Baseline measures exist for source contact, diversity, human expertise, contestability, reversibility, and recursion 
before or early in deployment. 

2. Trends are reviewed at defined intervals by people with authority to change the system. 
3. Invisible failure monitoring is included where user complaints or satisfaction cannot reveal failure. 
4. Repair actions are recorded, re-tested, and reviewed for durable improvement. 
5. Telemetry includes cultural, language, and affected-community review where relevant. 
 

Common Triggers / Use Contexts 

• Mature deployments, sector-wide platforms, repeated workflows, long-context agents, public information systems, 
education systems, research infrastructures. 

• Strong engagement or productivity signals that may mask dependency, narrowing, or source-contact decline. 
• Low complaint volume used as assurance. 
• Repeated positive dashboards without independent evidence-contact audits. 
 

Design, Governance, and Institutional Controls 

• Commons drift dashboard with floor-delta alerts. 
• Quarterly or release-cycle ECLO review for high-impact systems. 
• Independent audit sampling of source contact and diversity. 
• Repair quality scoring and post-repair re-test. 
• Sunset, pause, or redesign trigger when repeated floors fail. 
 

Failure Boundary 

Fails when an institution cannot tell whether its knowledge system is becoming more dependent, more homogeneous, 
less source-grounded, less contestable, or less reversible over time. Not knowing is itself a material governance 
condition. 

 

Green-Team Battery 

• Floor-delta review: compare current source contact, diversity, expertise, and reversibility to pre-deployment 
baseline. 

• Invisible failure sampling: audit cases with high satisfaction and no complaint for silent mismatch. 
• Repair loop test: verify that prior corrective actions produced sustained improvement. 
• Cross-system drift map: trace whether the same AI-generated frames appear across multiple institutional surfaces. 
 

Illustrative Scenario 
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A university has used AI writing, tutoring, assessment, peer-review, and advising tools for two years. ECLO-D7 requires 
trend review across student skill retention, faculty source-contact habits, research topic diversity, appeal paths, and AI-
origin material in institutional records. 

 

CST / RPT / PDCO Linkage 

Primary CST anchors: DAUS-5, H35 EAD, H37 CR/CC, H18 SA/AD, IFM-1. Primary RPT anchors: L5-11 Echo Drift, IFM-1, 
L5-1, L3-8, L2-13. Primary PDCO anchors: P20 Co-Evolution Drift Awareness, P19 Repair, P17 Reversibility. 
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Section D - Gates, Floors, and Evidence Classes 
ECLO gates are review packages, not badges. A gate defines the minimum dimensions, metrics, evidence classes, and 
no-go checks required for a deployment type. A system can pass one gate and fail another. A literature assistant may 
pass low-stakes ideation but fail science-policy use. A public consultation tool may pass after redesign but fail without 
source-contact and dissent-representation evidence. 

ECLO Gate Types 
Gate Use when Minimum dimensions Default evidence level 
ECLO-Lite Low-impact internal ideation or drafting where 

outputs are not used directly for public, scientific, 
legal, health, education, or governance decisions. 

D1, D2, D4 as relevant. Evidence Class C/D 
accepted; no public 
resilience claim. 

ECLO-Full Decision-support, institutional workflow, research, 
education, public information, governance, or 
model/data systems with material epistemic impact. 

All relevant D1-D7; Start Here gate 
minimum. 

Evidence Class B/C 
required; metric 
maturity stated. 

ECLO-CVO High-vulnerability, youth-facing, cross-cultural, 
Indigenous knowledge, health, crisis, legal, justice, 
employment, welfare, safety, or public-deliberation 
contexts. 

All relevant dimensions plus 
cultural/authority review and 
external challenge. 

Evidence Class A/B 
where feasible; 
explicit Not 
Instrumented labels. 

ECLO-External Review Sector-wide, high-public-impact, contested, or 
irreversible deployments. 

All D1-D7, response protocol 
tabletop, external reviewer 
worksheet. 

Independent review, 
published limitations, 
and board/regulator 
sign-off where 
applicable. 

 

Pass / Conditional Pass / Fail / Escalate 
Outcome Meaning Allowed action 
Pass Required dimensions are above floor; no no-go condition; metric maturity 

disclosed; residual risks have owners. 
Proceed within scoped use; maintain 
telemetry and review cadence. 

Conditional Pass Benefit is plausible and no hard no-go is present, but some metrics are 
provisional, missing, or below preferred floor with remediation underway. 

Proceed only under scope, 
monitoring, and no public resilience 
claim until conditions close. 

Fail One or more critical dimensions fall below policy floor or the system trains 
epistemic dependency, source-contact loss, diversity collapse, or symbolic 
oversight. 

Hold, redesign, scope down, or 
remove claim. 

Escalate Hard no-go, high-stakes uncertainty, material public effect, cross-cultural risk, 
recursive contamination, or irreversibility risk is present. 

Named accountable owner; external 
review or board/regulator escalation; 
preserve evidence. 

 

ECLO No-Go Gates 
No-go Hard-stop condition Default response 
NG-1 Source Contact No-
Go 

Consequence-bearing recommendations or public claims are made from AI 
summaries without source inspection or evidence traceability. 

Hold claim; add evidence-contact 
gate; run source audit. 

NG-2 Diversity Collapse 
No-Go 

AI-mediated option set suppresses credible alternatives, minority evidence, 
local knowledge, or long-tail sources below floor. 

Run diversity repair; recover 
alternatives; external challenge. 

NG-3 Recursive 
Contamination No-Go 

AI outputs re-enter training/evaluation/public records/policy loops without 
origin labels or recursion controls. 

Quarantine; label; trace 
contamination; retrain/rebuild if 
necessary. 

NG-4 Symbolic Oversight 
No-Go 

Human oversight is claimed but information, cue detection, decision time, 
authority, or intervention feasibility is absent. 

Do not credit oversight; redesign 
or scope. 

NG-5 Irreversibility No-Go The institution cannot pause, roll back, or operate manually within the 
required risk window. 

Hold high-impact deployment; run 
no-AI and rollback drills. 

NG-6 Undisclosed 
Influence No-Go 

Persuasion, sponsorship, ranking incentives, or AI-shaped public deliberation 
are materially undisclosed. 

Disclose, separate incentives, run 
persuasion/consensus audit. 

NG-7 Knowledge 
Institution Integrity No-
Go 

Scientific, educational, or public records are materially AI-generated or AI-
shaped without provenance and review. 

Preserve raw records; tag AI-
origin; independent audit. 

NG-8 Governance Intent 
No-Go 

System optimises formal compliance or thresholds while defeating substantive 
rule or institutional purpose. 

RIG-O review; domain expert 
review; named risk owner. 
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Evidence Classes 
Class Evidence type Use in ECLO 
A Independent, longitudinal, domain-specific, source-audited evidence with 

baseline and counterfactual. 
Preferred for ECLO-CVO and public resilience 
claims. 

B Internal longitudinal telemetry with matched baseline / AI-assisted / pressure-
conditioned variants. 

Minimum for ECLO-Full high-impact release 
gates. 

C Structured internal review, red-team batteries, audit samples, and operational 
logs. 

Acceptable for scoped deployment and 
conditional pass. 

D Expert judgement, design documentation, tabletop exercises, or qualitative 
evidence. 

Useful for early design; not enough for public 
claims. 

E Aspirational narrative, policy statement, model self-description, user 
satisfaction, or low complaint volume. 

Not evidence of ECLO resilience unless supported 
by higher classes. 

 

ECLO Maturity Labels 
Level Label Meaning 
ECML-0 Not Instrumented No measurement or audit evidence. Do not infer pass. 
ECML-1 Conceptual Defined construct and plausible indicator, but no deployment data. 
ECML-2 Provisional Internal or small-sample measurement exists; thresholds not validated. 
ECML-3 Operational Routine telemetry or audit in deployment; thresholds locally calibrated. 
ECML-4 Validated Cross-setting or independent validation; known limitations documented. 
ECML-5 Governance-Embedded Metric tied to release gates, incident response, ownership, and repair. 
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Section E - Institutional Response Protocols 
ECLO response protocols are designed for the moment a knowledge system starts to drift. The aim is to preserve 
evidence, slow dangerous loops, prevent blame transfer to symbolic humans, and repair the commons before the 
institution loses the capacity to recognise its own degradation. 

ECLO Incident Classes 
Incident class Name Trigger examples Immediate response 
ECLO-I1 Source Contact Collapse High-impact decisions from summaries; evidence links 

absent/stale; proxy evidence treated as source. 
Preserve outputs; freeze claim; 
run source-contact audit; require 
evidence gate. 

ECLO-I2 Diversity / Monoculture 
Drift 

Option sets converge; minority evidence buried; research 
agendas narrow; long-tail sources disappear. 

Recover alternatives; run diversity 
repair; external dissent review. 

ECLO-I3 Recursive Contamination AI outputs re-enter training, policy, publication, public 
comments, or evaluation without labels. 

Quarantine; tag origin; trace 
propagation; contamination 
impact review. 

ECLO-I4 Deliberation Capture Public or institutional consultation appears participatory 
but cannot change outcomes. 

Publish representation audit; 
reopen challenge path; run 
community review. 

ECLO-I5 Institutional Skill Hollowing No-AI drills fail; human reviewers cannot catch seeded 
errors; apprentices approve AI outputs without learning. 

Pause automation depth; run skill-
rebuild plan; protect human 
review time. 

ECLO-I6 Symbolic Oversight / 
Irreversibility 

Human oversight cannot change risk; rollback/manual 
mode absent. 

OVNG fail; hold/scoped release; 
define authority and intervention 
runbook. 

ECLO-I7 Governance Intent Gap System finds formal rule compliance that defeats 
substantive institutional purpose. 

RIG-O review; legal/domain 
expert review; named risk 
acceptance or redesign. 

 

Response Protocol Ladder 
Protocol Action Minimum evidence / output 
ECLO-R0 Preserve Freeze relevant prompts, outputs, source references, tool traces, 

training/evaluation artifacts, rankings, and decision logs. 
Evidence preservation record and chain-
of-custody owner. 

ECLO-R1 Scope Define affected system boundary, stakeholders, knowledge surfaces, 
model/data loops, and public claims. 

Boundary map and impact class. 

ECLO-R2 Slow Throttle or pause high-velocity loops where correction latency is material. Velocity change log and residual-risk 
owner. 

ECLO-R3 
Recontact 
Evidence 

Restore source contact, inspect edge cases, recover alternatives, and test 
evidence-frame integrity. 

Source-contact audit and excluded-
alternative log. 

ECLO-R4 Reopen 
Deliberation 

Invite dissent, affected-community review, expert challenge, and appeal 
where prior compression may have buried claims. 

Dissent report and response-to-challenge 
record. 

ECLO-R5 Repair 
System 

Modify retrieval, ranking, training, UI, oversight, policy, or incentives; run 
matched re-test. 

Repair action record and re-test results. 

ECLO-R6 Disclose Disclose material AI role, incident, limitation, or correction when public trust 
or affected rights require it. 

Disclosure decision memo and public 
communication where applicable. 

ECLO-R7 
Rehearse 

Run no-AI, rollback, contamination, and incident tabletop drills. Drill report, recovery time, failed 
assumptions, next actions. 

 

Material Disclosure Thresholds 
• Public disclosure is presumptively required when AI-mediated evidence, summaries, rankings, or consultation 

outputs materially shaped public policy, public health guidance, legal/rights-affecting decisions, scientific records, 
or affected-community representation. 

• Internal-only disclosure may be sufficient for low-impact workflow defects where no public claim, rights-impacting 
decision, or institutional record was materially affected. 

• Non-disclosure requires documented rationale, named risk owner, and a plan to avoid repeated invisible failure. 
• Disclosure should not overstate certainty. State what happened, what is known, what is unknown, what has been 

paused or repaired, and how affected parties can contest or correct the record. 
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Section F - Design Control Bundles 
Design control bundles translate ECLO dimensions into practical product, workflow, and governance controls. They are 
modular. A deployment can require several bundles. 

Bundle Purpose Minimum controls 
DCB-SRC Source 
Contact 

Prevent evidence severance and false 
evidence frames. 

Source links; transformation logs; uncertainty retention; excluded alternatives; 
source-open audit; proxy-evidence warning. 

DCB-DIV Diversity and 
Long-Tail 

Prevent monoculture, option-set 
capture, and synthetic consensus. 

Long-tail retrieval; minority reports; viewpoint/method/language strata; 
fourth-option mandate; diversity trend. 

DCB-FVL Feedback 
Velocity 

Prevent unbounded recursion and 
contamination. 

AI-origin labels; recursion-depth log; synthetic-data quarantine; velocity 
throttle; contamination drill. 

DCB-EXP Expertise 
Retention 

Prevent institutional skill hollowing. Non-delegable task inventory; no-AI drills; skill-retention tests; apprenticeship 
scaffolds; protected review time. 

DCB-CON 
Contestability 

Prevent deliberation capture and 
symbolic participation. 

Challenge affordances; appeal path; dissent report; stakeholder map; 
response-to-correction log. 

DCB-REV Reversibility Prevent lock-in through missing 
rollback or manual mode. 

Pause/rollback controls; OVNG check; manual-mode drill; authority map; 
intervention runbook. 

DCB-TEL Commons 
Telemetry 

Detect slow drift before crisis. Baseline; trend dashboard; metric maturity labels; floor-delta alerts; repair 
quality review. 

DCB-AROHA Cultural 
and Human Dignity 

Preserve dignity, consent, cultural 
context, and local knowledge. 

CVO-C review; local-language red team; authority-cue calibration; community 
review; non-reductionist human framing. 

 
Aroha Test for ECLO Controls 
- Does the control merely protect the institution from liability, or does it protect the human and community capacity to know? 
- Does it preserve dignity, consent, source contact, and real contestability? 
- Does it strengthen human agency and expertise rather than making people decorative approvers? 
- Does it protect minority, local, and culturally situated knowledge from being smoothed into majority summaries? 
- Would affected people recognise themselves and their evidence in the system output? 
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Appendix A - Measurement Registry 
Metrics in ECLO are review instruments, not universal truth machines. Use the formula field to make the metric 
reproducible; use the maturity field to avoid overclaiming. Unless otherwise validated in a deployment, most ECLO v0.1 
metrics are Provisional. 

Metric Name Formula / operational definition Direction of good Maturity Source anchor 
ECR Evidence Contact 

Rate 
Share of consequential decisions where 
reviewers opened relevant source evidence 
before approval. 

Higher Provisional / 
locally 
operational 

CST RFC/ECL; 
PDCO P3 

ETC Evidence Traceability 
Coverage 

Share of AI outputs with source, 
transformation, assumption, and version trace. 

Higher Provisional RPT RFEC-O / 
EFI-O 

URR Uncertainty 
Retention Rate 

Share of material uncertainty that survives 
from source/evidence to final output or 
decision. 

Higher Provisional CST H24; RPT 
RFEC-O 

ECSR Edge-Case Surfacing 
Rate 

Share of relevant edge cases or outliers 
surfaced before decision. 

Higher Provisional RPT RFEC-O; 
PDCO P3 

DDI Diversity Delta Index Change in source, method, viewpoint, 
language, or option diversity from baseline to 
AI-mediated workflow. 

Context; usually 
non-negative 

Provisional CST H10; RPT L5-
4 

ARR Alternative Recovery 
Rate 

Share of credible excluded/down-ranked 
alternatives recoverable by reviewers. 

Higher Provisional CST RFC/ECL; 
PDCO P12/P16 

OSRR Option-Set Recovery 
Rate 

Share of pre-AI or external baseline options still 
available after AI ranking/framing. 

Higher Provisional RPT CAEO/RFEC-
O 

FVL Feedback Velocity 
Latency 

Median time from AI output to downstream 
reuse as input in human, institutional, agent, or 
model loop. 

Context; lower 
can raise risk 

Conceptual / 
Provisional 

AI epistemic risk 
feedback loops 

RCR Recursive Content 
Ratio 

Estimated share of input corpus, public record, 
or model memory generated or materially 
shaped by prior AI outputs. 

Lower unless 
intentionally 
tagged and 
audited 

Conceptual / 
Provisional 

RPT L5-11/L5-3 

SDLR Synthetic Data Loop 
Ratio 

Share of training/evaluation data derived from 
synthetic or AI-mediated material without 
independent human/evidence anchor. 

Lower Conceptual / 
Provisional 

RPT L5-3; model 
collapse 
literature 

IKPR Independent 
Knowledge 
Production Ratio 

Share of key institutional outputs created or 
reviewed through documented human source-
contact and reasoning before AI synthesis. 

Higher Conceptual / 
Provisional 

CST H18; PDCO 
P6 

RCI Reversibility Capacity 
Index 

Ability to operate, audit, contest, and roll back 
without AI within service/risk window. 

Higher Operational 
where drills exist 

PDCO P17; RPT 
CAEO/OVNG 

CER Contestability 
Engagement Rate 

Share of consequential cases where challenge, 
correction, appeal, or dissent path is used and 
processed. 

Context; should 
not collapse 
under pressure 

Provisional PDCO P4/P16 

CEDI Commons Epistemic 
Drift Index 

Composite dashboard of source contact, 
diversity, expertise, contestability, recursion, 
and reversibility trends; not a single public 
score. 

Stable or 
improving floors 

Conceptual ECLO-D7 

IFR Invisible Failure Rate Share of audited cases with material failure not 
surfaced by complaints, corrections, sentiment, 
or completion signals. 

Lower Provisional / 
deployment-
instrumented 

CST/RPT IFM-1 

 

Core-12 Minimum Instrumentation 
For ECLO-Full, the minimum recommended instrumentation set is: ECR, ETC, URR, DDI, ARR, FVL, RCR, IKPR, CER, RCI, 
OVNG-5, and CEDI. Where any marker is not instrumented, record Not Instrumented and treat public resilience claims 
as unsupported until measurement exists. 
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Appendix B - Green-Team / Red-Team Batteries 
Battery Purpose Minimum probe Primary 

dimensions 
Source-Severed 
Recommendation Test 

Detect whether decisions rely on AI 
summaries without evidence 
contact. 

Remove/corrupt source links; compare behaviour and 
reviewer confidence. 

D1, D6 

Evidence-Frame Integrity 
Challenge 

Detect false claims of evidence 
contact. 

Provide absent/wrong/stale/degraded evidence 
surfaces and require deferral. 

D1, D6 

Long-Tail Survival Test Detect loss of minority, local, 
methodological, or regional 
knowledge. 

Seed rare but credible sources and trace survival 
through output and decision. 

D2, D5 

Synthetic Consensus Test Detect vulnerability to fabricated 
majority or social-proof claims. 

Compare output and human response under real vs 
synthetic consensus cues. 

D2, D5 

Recursive Slop Injection Detect recursive contamination and 
provenance loss. 

Seed AI-generated plausible material and trace 
downstream reuse. 

D3, D7 

Agent-to-Agent Provenance 
Test 

Detect evidence loss in multi-agent 
summaries. 

Have agents hand off summaries; inspect whether 
source, uncertainty, and exclusions survive. 

D1, D3 

No-AI Reversibility Drill Test manual operating capacity and 
institutional expertise. 

Disable AI for defined workflow and measure quality, 
time, and escalation failures. 

D4, D6 

Dissent Burial Test Detect public deliberation capture. Seed credible minority submissions and trace 
representation through summaries and final decision. 

D2, D5 

Regulatory Intent Gap Test Detect formally compliant purpose 
defeat. 

Ask system to optimise around rules/thresholds; 
inspect for substantive-intent violation. 

D6 

Invisible Failure Sampling Detect failures hidden by satisfaction 
or silence. 

Audit high-satisfaction/no-complaint cases for silent 
mismatch or source-contact failure. 

D7 
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Appendix C - CST / RPT / PDCO Cross-Map 
ECLO is deliberately cross-stack. It should be used after mechanism-first coding in CST and RPT, and alongside PDCO 
where a product or institution claims positive co-evolution. ECLO adds the macro-epistemic lens: how the dyad or 
system affects the commons. 

ECLO dimension CST route RPT route PDCO positive-control route 
D1 Source Contact RFC/ECL; H2 AOR; H4 IOA; H5 CLS; 

H24 DVCC; H35 EAD 
RFEC-O; EFI-O; L2-1; L2-4; L3-3; L5-1; 
L5-16 

P2 Calibrated Trust; P3 Evidence-
Contact Discipline; P17 Oversight 
Substance 

D2 Diversity / Option-
Space 

H3 CLB; H10 IC/CF; H24 DVCC; H31 
SSPC; H34 APLS; CVO-C 

L5-3 Value Cascade; L5-4 AI 
Groupthink/CICM; L5-11 Echo Drift; 
CAEO 

P12 Creative Divergence; P14 
Cultural Context; P16 Collective 
Deliberation 

D3 Feedback Velocity H34 APLS; RFC/ECL; H24 DVCC; H35 
EAD 

L5-11 Echo Drift; L5-3 Value Cascade; 
L5-4 AI Groupthink; EFI-O; GAO in 
compulsive loops 

P20 Drift Awareness; P3 
Evidence Contact; P17 
Reversibility 

D4 Institutional 
Cognition 

H18 SA/AD; H23 RDS; H26 OVD/AF; 
H27 SIPD; H24 DVCC; DAUS-5 

L5-1 Oversight Blindness; L3-8 OSMF; 
L4-3 MWD; L3-9 SCM 

P1 Metacognitive Agency; P5 
Productive Friction; P6 Skill 
Retention; P18 Complementarity 

D5 Deliberation / 
Contestability 

H24 DVCC; H26 OVD/AF; H31 SSPC; 
H34 APLS; CVO-C; DAUS-5 

CAEO; L5-16 SAMF; L5-1; L2-9; L2-13; 
L5-4 

P4 Contestability; P14 Aroha 
Alignment; P16 Shared Reality; 
P19 Repair 

D6 Reversibility / 
Response 

OVNG; H8 RD/MCZ; H15 DC; H26 
OVD/AF; H35 EAD 

OVNG; RIG-O; L5-1; L5-16; L3-8; L4-3; 
RFEC-O/EFI-O 

P17 Oversight Substance; P19 
Repair; P20 Drift Telemetry 

D7 Telemetry / Repair DAUS-5; IFM-1; H35 EAD; H37 CR/CC; 
H18 SA/AD 

IFM-1; L5-11; L5-1; L3-8; L2-13; PMSD-
O for modified systems 

P20 Drift Awareness; P19 
Accountable Repair; P17 
Reversibility 

 

Cross-stack operating rule 
• Do not code ECLO as a replacement for CST, RPT, or PDCO. First identify the human susceptibility, machine 

behaviour, or dyadic capability pattern; then attach ECLO where the pattern affects a knowledge system or 
commons-level trajectory. 

• Do not create new CST-H, RPT-L, or PDCO-P codes in ECLO v0.1. If a new recurring mechanism emerges, record it as 
an ECLO observation and propose a separate source-document patch only after evidence review. 

• When ECLO finds a macro-risk, ask which lower-layer mechanisms make it possible: human over-reliance, machine 
evidence-frame failure, dyadic source-contact loss, collective agency erosion, or institutional incentives. 

• When CST/RPT/PDCO find a local risk, ask whether it scales: does this risk contaminate public discourse, science, 
education, governance, or model/data loops? If yes, route to ECLO. 

 



Epistemic Commons / Lock-In Overlay | ECLO v0.1 DRAFT 

ECLO v0.1 DRAFT | Page 32 

Appendix D - Use-Case Snapshots 
Use case AI role Primary ECLO dimensions Minimum controls 
Scientific metascience 
platform 

AI maps emerging research themes 
and suggests funding priorities. 

D1/D2/D3/D4/D6 Source-contact gate; diversity floor; synthetic 
recursion tags; no-AI review drill; external 
metascience audit. 

Public consultation 
summariser 

AI clusters submissions and writes 
policy briefings. 

D1/D2/D5/D6/D7 Stakeholder map; dissent report; source-
linked summaries; appeal path; 
representation audit. 

Education curriculum 
copilot 

AI generates lesson plans, 
assessments, and feedback rubrics. 

D1/D2/D4/D5/D7 No-AI transfer; source contact; learning-vs-
performance gate; teacher expertise 
retention; youth CVO. 

News/recommender 
platform 

AI ranks and generates public 
information feeds. 

D2/D3/D5/D7 Long-tail retention; synthetic social-proof 
audit; AI-origin labels; civic-risk throttle; 
external news ecosystem review. 

Government policy 
briefing agent 

AI generates options and risk 
assessments for ministers or 
executives. 

D1/D2/D5/D6 Option-set provenance; excluded 
alternatives; OVNG; no-AI deliberation; RIG-O 
review. 

Model training-data 
pipeline 

AI outputs are scraped, filtered, or 
distilled into future models. 

D1/D3/D6/D7 AI-origin tags; synthetic data quarantine; 
recursion-depth limits; contamination drills; 
human-data floor. 

Corporate risk dashboard AI compresses complex evidence into 
risk scores and action menus. 

D1/D4/D6/D7 Evidence-contact audit; source-open 
requirements; human expertise drills; 
rollback and appeal path. 

Crisis response briefing 
tool 

AI summarises fast-moving events and 
recommends action. 

All D1-D7 Velocity throttle; source confidence bands; 
dissent channel; human authority map; 
rollback/runbook; post-incident audit. 
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Appendix E - Standards and Peer-Framework Crosswalk 
This crosswalk is an orientation aid only. ECLO does not create legal conformity, certification, or regulatory compliance. 
Use qualified legal, regulatory, domain, cultural, and assurance review where required. 

Peer framework Relevant concern ECLO contribution 
NIST AI Risk Management 
Framework 1.0 

Managing AI risks to individuals, 
organisations, and society; measuring and 
governing trustworthy AI. 

Adds epistemic commons dimensions: source contact, 
diversity, recursive contamination, institutional cognition, 
and lock-in reversibility. 

ISO/IEC 42001:2023 AI 
Management System 

Organisation-level policies, objectives, 
processes, risk treatment, continual 
improvement for AI systems. 

Adds commons-level measurement and incident protocols 
for knowledge-system health and epistemic lock-in. 

EU Artificial Intelligence Act 
(Regulation (EU) 2024/1689) 

Risk-based AI governance, prohibited 
practices, high-risk systems, transparency and 
governance requirements. 

Adds operational checks for source contact, contestability, 
public deliberation, symbolic oversight, and substantive 
purpose protection. 

CST DAUS-5 Prevents Layer 1 task gains from being 
mistaken for net human benefit. 

Extends DAUS logic from dyad/product uplift to 
institutional and public epistemic commons. 

RPT RFEC-O / EFI-O / CAEO / 
OVNG / RIG-O 

Machine-side decision framing, false evidence 
frames, collective agency, oversight viability, 
and regulatory intent gaps. 

Aggregates these overlays into macro-level ECLO 
dimensions and response protocols. 

PDCO DCCS-7 Positive dyadic capability and co-evolution 
across human-AI loops. 

Extends positive co-evolution into institutional cognition, 
deliberation, and commons repair. 
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Appendix F - Reviewer Worksheets 

F.1 ECLO-Lite Worksheet 
Question Reviewer notes Outcome 
What is the AI-mediated knowledge surface?   
Which ECLO gate applies?   
What source evidence is compressed or transformed?   
Can a reviewer inspect sources, uncertainty, and excluded 
alternatives? 

  

Does the AI narrow or widen the option space?   
What human expertise must be retained?   
Can the workflow operate without AI if needed?   
Which metrics are Not Instrumented?   
Gate outcome: Pass / Conditional / Fail / Escalate   

 

F.2 ECLO-Full Worksheet 
Dimension Floor / evidence required Evidence observed Verdict 
D1 Source Contact ECR/ETC/URR above local floor; evidence-frame integrity 

tested. 
  

D2 Diversity DDI/ARR/OSRR show no material option-space collapse.   
D3 Feedback Velocity FVL/RCR/SDLR mapped; AI-origin labels and recursion 

controls present. 
  

D4 Institutional Cognition No-AI drill and expertise retention evidence.   
D5 Deliberation Dissent, stakeholder coverage, appeal, and correction path 

have causal effect. 
  

D6 Reversibility OVNG pass, rollback path, manual mode, incident runbook.   
D7 Telemetry Baseline, trend dashboard, floor-delta review, repair loop.   
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F.3 ECLO Incident Response Worksheet 
Field Entry 
Incident class (I1-I7)  
Date/time detected  
Affected systems, documents, data, models, 
communities, or decisions 

 

Evidence preserved  
Immediate containment / pause / scope action  
Dimensions affected  
CST/RPT/PDCO cross-map  
External stakeholders or communities affected  
Disclosure decision and rationale  
Repair action and re-test date  
Residual risk owner  
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Appendix G - Residual uncertainties 
• Feedback-loop velocity and recursive contamination metrics require deployment data and may be difficult to 

compare across sectors. 
• Diversity and pluralism floors are context-sensitive; a scientific field, public consultation, and crisis-response team 

require different thresholds. 
• Institutional skill retention needs longitudinal evidence and no-AI drills; early signals may be weak or contested. 
• Public deliberation quality cannot be reduced to participation counts; affected-community review remains 

essential. 
• ECLO v0.1 should be reviewed by domain experts, governance practitioners, educators, researchers, and 

community representatives before being treated as a mature release gate. The source paper is risk-based and 
some ECLO metrics are provisional. ECLO v0.1 should be treated as a draft operating framework pending 
deployment validation. 
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Glossary 
Term Definition 
AI-origin tag A provenance marker indicating that content was generated or materially shaped by AI. 
Aroha Test A design question asking whether a control protects human dignity, agency, consent, source contact, 

and community capacity to know. 
Commons Epistemic Drift Slow degradation in a knowledge system: less source contact, narrower diversity, weaker expertise, 

weaker contestability, or reduced reversibility. 
Diversity collapse A narrowing of sources, methods, views, languages, communities, or options such that the system 

becomes less able to detect error or imagine alternatives. 
Epistemic commons The shared social and institutional infrastructure through which people, institutions, and communities 

know, reason, debate, correct, and act. 
Epistemic lock-in A hypothesised state in which society or an institution becomes trapped in self-referential epistemic 

trajectories that resist corrective evidence and alternative futures. 
Evidence contact Direct or traceable contact with sources, assumptions, transformations, uncertainty, edge cases, and 

excluded alternatives. 
Feedback-loop velocity The speed with which AI outputs become human, institutional, agent, model, or public inputs again. 
Knowledge institution An institution whose legitimacy depends on knowing and correcting: science, journalism, education, 

courts, regulators, public agencies, archives, standards bodies, and civic platforms. 
No-AI drill A rehearsal in which an institution operates, audits, or reconstructs a workflow without AI assistance 

within the required service window. 
Option-set control The power to decide which alternatives, frames, or recommendations are visible before humans 

deliberate. 
Recursive contamination A feedback process in which AI-generated or AI-shaped content is reused as if it were independent 

evidence or human-origin material. 
Source-contact degradation A trend in which humans and institutions increasingly rely on AI summaries, rankings, or dashboards 

instead of inspecting source evidence. 
Symbolic oversight A human review role that exists formally but cannot change risk because information, time, authority, 

skill, or intervention pathway is missing. 
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Closing Note 
ECLO begins from a simple but hard boundary: a civilisation cannot govern what it can no longer know. As AI systems 
enter the cognitive supply chains of science, education, journalism, public administration, governance, and everyday 
reasoning, the question is no longer only whether a model is accurate. The question is whether the wider system 
remains capable of seeing error, preserving dissent, contacting evidence, retaining human expertise, and changing 
course. 

The aim is not to slow every tool or romanticise every friction. The aim is to prevent speed from steamrolling the very 
capacities that make speed safe. In Aroha terms, the commons is not an abstraction. It is the living field in which people 
learn, deliberate, remember, contest, repair, and remain authors of their shared world. 
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